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Abstract— This paper presents a modular localization and
mapping system for intervention autonomous underwater
vehicles working in semi-structured environments with known
landmarks. The system is divided in several modules to make it
as generic as possible. Two visual detection algorithms can be
used to compute the position of known landmarks by comparing
the images taken by the vehicle against an a priori known
template. Navigation data, provided by standard navigation
sensors, is adapted and merged together with landmark positions by means of an extended Kalman filter. This filter
is capable of estimating vehicle position and linear velocity
as well as the position of detected landmarks in real-time.
Experiments performed with the Girona 500 AUV in a water
tank demonstrate the proposed method.

a panel or a dock, instead of keeping a global map of the
site. Then, prior knowledge of the structure where the vehicle
has to operate allows the use of model based pose estimation
techniques that rely on a list of detected features [3]. Despite
the simplicity and robustness of this approach, it does not
provide a geometric map of the environment that may be
useful for an on-board planner. A more complete mechanism
to complete the task at hand is SLAM. Multiple alternatives
have been proposed to simultaneously localize a vehicle with
respect to a map while refining this map in the underwater
domain [4]–[6]. However, most of these solutions are difficult
to implement in real-time.

I. I NTRODUCTION

The purpose of this paper is to present a generic 6 degrees
of freedom (DoF) SLAM algorithm based on an extended
Kalman filter (EKF). The filter uses a constant velocity
model and information about orientation and angular velocity
for the predictions. Three different updates are possible:
position updates, velocity updates, and landmark updates.
Position updates provide information about vehicle position
with respect to the world frame. In the experiments presented
here, this information is supplied by a depth sensor, and
a global positioning system (GPS), when the vehicle is at
the surface. Velocity updates are velocities measured with
respect to the vehicle’s frame by a doppler velocity log
(DVL), a visual odometer or any other velocity sensor. Landmark updates contain the pose of an identifiable mark with
respect to the vehicle’s frame. Two vision-based algorithms
are implemented for this purpose. One method uses special
markers that can be easily identified and positioned with
respect to the vehicle. The other method is based on a
template-matching algorithm. It uses images of objects in
the environment avoiding the addition of extra markers. The
whole system is separated in blocks and programmed using
the popular middleware Robot Operating System (ROS) [7].
All the code is open-source and can be download from
https://bitbucket.org/udg cirs/cola2.

This paper presents a real-time simultaneous localization
and mapping (SLAM) system for an autonomous underwater
vehicle (AUV). The system is split into several modules and
can be used for any AUV equipped with a basic sensor suite.
This work is being developed in the context of the PANDORA FP7 project [1]. The main goal of this project is to
improve persistent autonomy in semi-structured underwater
environments like deep-sea long term observatories or oil
and gas industry facilities. Thus, AUVs have to be able to
navigate in these facilities, localize key elements like panels,
docks and canisters, and perform intervention operations like
turn a valve in a panel, communicate/charge through a dock
or put objects in a canister. The cost of inspecting and
operating offshore structures with AUVs is much smaller
than using remotely operated vehicles (ROVs) [2]. However,
if instead of deploying these vehicles for each mission they
are left in situ, this cost can be further reduced.
A critical issue for this purpose is to create a computational mechanism that enables an AUV to maintain a
geometric description of its world and its place in it. This
geometric description has to be the base for the semantic
description used to plan and execute autonomous actions
for the AUV in real-time. A robust approach could be mapbased localization. However, it can only be used if a precise
map is available and all their elements are static. Another
alternative is to navigate relative to a particular object, like
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The paper is organized as follows. After some preliminaries, Section II describes the transformations to be applied to
each sensor measurement as well as the EKF-SLAM algorithm. It also presents two vision-based landmark detector
algorithms. Section III provides details of the experiments
performed in a water tank with Girona 500 AUV to test the
whole system. Finally, Section IV concludes the paper and
presents the future work.
This is a DRAFT. As such it may not be cited in other works.
The citable Proceedings of the Conference will be published in
IEEE Xplore shortly after the conclusion of the conference.
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Fig. 1. System’s schema for Girona 500 AUV. Ellipse-shaped nodes are
processes while rectangular-shaped nodes are messages.
Fig. 2. Girona 500 AUV with its coordinate frame {B} and an example
of a sensor frame {S}.

II. M ETHODOLOGY
Fig. 1 shows all the elements involved when the
vision-based localization and mapping system runs in the
Girona 500 AUV [8]. Depth sensor, GPS, internal motion
reference unit (IMU) and DVL are sensor drivers gathering
navigation data (i.e. pose, orientation and velocity with its
covariance). The navigation adapter node takes these custom
sensor messages and transforms them into ROS standard
navigation messages (pose update and velocity update). The
template matching and the AR toolkit nodes take the images
generated by the camera driver and compute the position
of an a priori known landmark with respect to the vehicle
(landmark update) when the landmark is in the vehicle’s
field of view. Pose, velocity and landmark updates are then
merged using an EKF in pose ekf slam node. Outputs for this
node are vehicle position and velocity with its covariance
(odometry) as well as position and covariance for each landmark (map). Drivers for each sensor and navigator adapter
node are robot dependent but the rest of blocks can be
directly used by a vehicle running ROS. Therefore, if new
drivers are provided (e.g. a visual odometers) only the
navigator adapter has to be modified. Moreover, to add a
new landmark detector compatible with pose ekf slam node,
it is only required to publish the landmark position and
covariance using a landmark update message.
A. Preliminaries
Let {I} be an inertial coordinate frame and {B} a bodyfixed coordinate frame, whose origin OB is located at the
center of mass of the vehicle (see Fig. 2). Furthermore,
let (x, y, z) be the position of OB in {I} and (φ, θ, ψ)
the orientation of OB in {I}. Let v = (u, v, w) be the
longitudinal (surge), transverse (sway) and vertical (heave)
velocities of OB with respect to {I} expressed in {B} and
w = (r, p, q) be the vehicle’s angular speed around each axis.
Any sensor attached to {B} has its own coordinate frame.
For the sake of simplicity, all sensor coordinate frames are
identified as {S} and their origin OS with respect to {B}
is indicated by the translation vector tS and rotation matrix
rotS .

B. Transformations
The navigation adapter node is in charge of transforming
all custom messages coming from sensor drivers to ROS
standard geometry messages of type PoseWithCovarianceStamped (i.e. pose update) and TwistWithCovarianceStamped
(i.e. velocity update). Main functions of this node are:
transform units to metric system, make data dextrorotatory,
and transform sensor measurements from {S} to {B}. To
transform a pose measurement pS obtained by a sensor fixed
at coordinate frame {S} to the coordinate frame {B}, we
apply the transformation given by
pB = pS − Rot · tS ,

(1)

where Rot is a rotation matrix measuring the orientation
of OB with respect to {I} and tS is the translation vector
from OB to OS . The transformed covariance matrix PpS
corresponding to the measurement pS is given by
PpB = PpS + JpB · PRot · JTpB ,

(2)

where JpB is the Jacobian of partial derivatives of (1)
with respect to vehicle orientation, and PRot is the vehicle
orientation covariance matrix. To transform a linear velocity
measurement vS obtained by a sensor fixed at coordinate
frame {S}, the following equation is used:
vB = rotS · vS − (wB ⊗ tS ),

(3)

where rotS is the rotation matrix of OS measured from OB
and (wB ⊗ tS ) is the cross product of the angular velocity
of OB measured at {I} by the translation vector from OB to
OS . The transformed covariance matrix PvS of measurement
vS is
T
PvB = rotS · PvS · rotT
S + J(wB ⊗t) · PwB · J(wB ⊗t) ,

(4)

where J(wB ⊗t) is the Jacobian matrix of partial derivatives
of (wB ⊗ t) with respect to wB and PwB is the vehicle
angular velocity covariance matrix.

Since all these non-linear transformations are performed
(if necessary) before the EKF, the updates in the EKF-SLAM
algorithm are all linear.

3) Measurements: Three linear measurement updates are
applied in the filter: pose, velocity and landmark updates. A
sensors measurement can be modeled as:
zk = Hxk + sk ,

C. EKF SLAM Algorithm
The pose ekf slam node estimates the vehicle position
([x y z]) and linear velocity ([u v w]) and maps the position
of several landmarks ([lxi lyi lzi ]) identified by a vision
algorithm. The fusion algorithm in charge of this SLAM
is an EKF [9]. Vehicle orientation ([φ θ ψ]) and angular
velocity ([p q r]) are not estimated but directly measured
by an IMU. Details of the EKF-SLAM implementation are
presented next.
1) State vector: The information to be estimated by the
EKF-SLAM algorithm is stored in the following state vector:
xk = [x y z u v w lx1 ly1 lz1 . . . lxn lyn lzn ]T

(5)

where ([x y z u v w]) are defined in Section II-A and
([lx1 ly1 lz1 ] ... [lxn lyn lzn ]) is the position of each
landmark (li ) with respect to {I}.
2) System model: A constant velocity kinematics model
is used to determine how the vehicle state will evolve from
time k − 1 to k. Landmarks are expected to be static. The
predicted state at time k, x−
k follows the equations:
x−
k = f (xk−1 , nk−1 , uk , t).
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where t is the time period, u = [φ θ ψ] is the control
input determining the current vehicle orientation and n =
[nu nv nw ] is a vector of zero-mean white Gaussian acceleration noise whose covariance, represented by the system
noise matrix Q, has been set empirically:
 2

σ nu
0
0
σn2 v
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(8)
0
0
σn2 w
Associated with the state vector xk there is the covariance
matrix Pk . Next equation is applied to predict the evolution
of this matrix:
T
T
P−
k = Ak Pk−1 Ak + Wk Qk−1 Wk ,

where zk is the measurement itself, H is the observation
matrix that relates the state vector with the sensor measurement, and sk is the sensor noise. Updates can be applied by
means of the equations:
− T
−1
T
Kk = P−
,
k H (HPk H + R)

(11)

−
xk = x−
k + Kk (zk − Hxk ),

(12)

Pk = (I −

(13)

zk = [x y z]
H=



I3×3

03×3

(14)
03×3n



(15)

where I3×3 denotes the 3 × 3 identity matrix and 03×3n
denotes the 3 × 3n zero matrix with n being the number of
landmarks. If only (x, y) or the (z) is available, zk and H
have to be properly arranged.
Velocity updates are provided by sensors like a DVL or
a visual odometer. These sensors are able to measure linear
velocities with respect to the sea bottom or the water around
the vehicle.
zk = [u v w]
(16)


H = 03×3 I3×3 03×3n
(17)
If only velocity updates are available, the navigation module
behaves as a dead reckoning algorithm that drifts over time.
However, if pose updates are present or sufficient landmarks
are detected in the environment, the navigation module is
able to keep its position error bounded.
The visual detection algorithms, detailed in section II-D,
give information about the relative position of a landmark
with respect to {B}. This information not only updates the
detected landmark position in the map but also the vehicle
pose. Both detection algorithms described later, use an a
priori known template to identify and compute the relative
position of these landmarks.
zk = [Lx Ly Lz ]

(9)

where Ak is the Jacobian matrix of partial derivatives of f
with respect to the state (5) and Wk is is the Jacobian matrix
of partial derivatives of f with respect to the process noise
n.

Kk H)P−
k,

where Kk is the Kalman gain, R the measurement noise
covariance matrix and I an identity matrix. Below, it is shown
how to define zk and H to perform each update applying
equations (11)-(13).
Several sensors can provide pose information. For instance
a GPS receiver measures vehicle position in the plane
(x, y) while the vehicle is at the surface, a pressure sensor
transforms pressure values into depth (z), or an ultra short
base line (USBL) device measures vehicle position (x, y, z)
while submerged. Thus, to integrate a pose sensor is applied:

(6)

2

(10)

H=



−RotT
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...
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(18)
...



(19)

where [Lx Ly Lz ] is the relative position of the landmark
with respect to the vehicle and Rot is the vehicle orientation
rotation matrix.

Fig. 4. Detection of the landmark consists of 3 steps: 1) Match keypoints
between the template and camera image. 2) Estimate corners of the panel in
the camera image. 3) Estimate the translation and rotation of the template
in the image by using the known geometry of the landmark.
Fig. 3. Diagram to decide if a new landmark has to be introduced in the
map or not.

During the initialization phase, the state vector contains
only the vehicle position and linear velocity. There are no
landmarks in the state vector. The first time a detection
algorithm observes a landmark that it is able to identify,
the landmark is introduced in the state vector by composing
its position with respect to the vehicle (measured by the
visual detector) using the vehicle position with respect to
{I} (contained in the state vector). To avoid introducing
erroneous landmarks in the map, the diagram shown in Fig. 3
is used. To introduce a new landmark in the map, it has to
be seen at least five times and the variance of the last five
measures has to be lower than a manually defined threshold.
A first in first out (FIFO) queue is used for this procedure.
D. Vision-Based landmark detectors
Two algorithms are proposed in this paper to compute the
position of a known landmark using vision, by comparing the
images from the camera against an a priori known template
of the landmark itself.
The first one detects and matches features between the
camera image and a template. It is possible to detect the
presence of the landmark, as well as accurately estimate
the pose when a sufficient number of features are matched.
In this algorithm, the oriented FAST and rotated BRIEF
(ORB) [10] feature extractor has been chosen for its suitability to real-time applications. The ORB feature extractor
relies on features from accelerated segment test (FAST)
corner detection [11] to detect keypoints in the image. These
are obvious features to detect on man-made structures and
can be detected very quickly. Moreover, there is a (binary)
descriptor vector of the keypoint based on binary robust
independent elementary features (BRIEF) [12]. Differences

between descriptors can be calculated rapidly, allowing realtime matching of keypoints at higher image frame-rates when
compared to other commonly used feature extractors such as
scale invariant feature transform (SIFT) [13] and speeded-up
robust features (SURF) [14].
Fig. 4 illustrates the matching between a template and an
image received from the camera. A minimum number of keypoints must be matched between the template and the camera
image to satisfy the landmark detection requirement. A low
number of matched keypoints indicates that the landmark is
not in the camera field of view. The correspondences between
the template and camera image can be used to compute the
transformation (or homography) of the template image to
the detected landmark in the camera image. This allows to
compute the image-coordinates of the corners of the template
in the camera image. Then, using the known geometry of the
landmark and the camera matrix, the pose of the landmark
in the camera coordinate system and consequently in the
vehicle coordinate system can be determined.
The second algorithm used to compute the position of a
landmark relies on the ARToolkit software library [15] to
identify, detect and track marks using a monocular camera
(see Fig. 5). To avoid the data association problem in the
EKF-SLAM algorithm, each mark is different. The algorithm
is robust and works in real-time, however, artificial marks
like Fig. 5(a) have to be placed on the environment. To
compute the measurement noise covariance the following
estimation is used:
R = (I3×3 · d2 ) · c,

(20)

where d is the estimated distance between the camera and
the landmark and c a vector of fixed coefficients found
empirically.

(a)

(b)

Fig. 5. (a) ARToolkit landmark and (b) ARToolkit algorithm detecting
landmark on the bottom of the water tank.

Fig. 7.
Representation of the ground-truth trajectory and associated
uncertainty. The ellipsoids contain 50% uncertainty and have been enlarged
5× for visibility reasons. The poses with large uncertainties correspond to
locations where the camera was only imaging part of the poster and were
not used as ground-truth.

and the last are translations with respect to a local reference
frame.
The method relies on the identification of point correspondences using feature-based robust matching [16]. The
outcome of the matching are two lists of correspondences
xi and xm of points in the camera image and the poster
image respectively. These lists are related by an observation
equation in the form
xi = Q(xm , Θ) + ε .
Fig. 6. Girona 500 AUV at the water tank with the poster deployed for
ground-truth computation.

where Q is a projection function that takes into account the
pose, the camera calibration and the scale of the mosaic
poster, and ε is assumed to be Gaussian random noise.
The maximum likelihood estimate of Θ is

III. E XPERIMENTS
To test the proposed vision-based navigation system, several experiments have been performed with Girona500 AUV
[8] in a water tank of 16 × 8 × 5 meters.
A. Setup
The vehicle has been equipped with an IMU that measures
orientation and orientation rate at 20Hz. GPS and depth
sensors provide pose updates in (x, y, z) at the surface
and (z) when the vehicle is submerged at 2Hz. Velocity
updates (u, v, w) are given by a low cost DVL at 2.7Hz and,
finally, a monocular down-looking camera has been used to
gather images at 1.875Hz. All the computations have been
performed in real-time with the on-board computer, an ultra
low voltage dual core processor running at 1.2GHz with 2GB
of RAM.
In order to compare the proposed EKF-SLAM with a
ground-truth, a 7.1 × 3.5 meters poster has been placed
at the bottom of the water tank (see Fig. 6). It is possible
to obtain estimates of absolute camera poses, together with
their uncertainty, by registering camera images to the original
image of the poster. These estimates then be used as groundtruth. The estimation method uses a parameterization for the
pose comprising the 6 DoF in the form
Θ=



α

β

γ

W
C tx

W
C ty

W
C tz

T

,

(21)

where the 3 first elements encode roll, pitch and heading,

ΘM L = arg min xi − Q (xm , Θ)
Θ

2

.

(22)

This minimization is carried out using a non-linear least
squares algorithm [17]. The initial value for Θ is provided
by an algebraic solution from the elements of the camera
to poster homography [18]. The uncertainty in the pose
is computed following the approach described in [19]. A
representation of the ground-truth trajectory is given in
Fig. 7.
B. Results
Girona 500 AUV has been tele-operated at a constant
depth of 2.25 meters for about 10 minutes. The continuous
line shown in Fig. 8(a) shows the trajectory estimated by the
vehicle according the EKF-SLAM algorithm and the two
stars point where landmarks have been detected. Only 10%
of gathered images contain one of the two landmarks. The
ground-truth trajectory computed off-line comparing camera
images with the known poster is also plotted in Fig. 8(a) as
a dotted line.
Using the logs gathered in this experiment, the EKFSLAM algorithm has been executed again removing all
landmark update messages, thus it has behaved like a dead
reckoning algorithm. Fig. 8(b) shows the trajectory estimated
in this second execution without landmark updates against
the same ground-truth. It is easy to see that, despite there
are only two landmarks in the setup and most of the time
these landmarks are not present in the imagery, trajectory

Fig. 9. Error in the estimated trajectories from the dead reckoning and
EKF-SLAM.

(a)

(b)

Fig. 8. (a) EKF-SLAM trajectory (continuous line) against ground-truth
(dotted line) and (b) dead reckoning trajectory (continuous line) against
ground-truth (dotted line). Yellow stars point the position of landmarks.

shown in Fig. 8(b) drifts more than the one presented in
Fig. 8(a).
Rather than the Euclidean distance between the estimated
trajectories and ground-truth, the Hellinger distance has been
used to quantify the error [20]. The Hellinger distance is
a general distance on probability distributions. Here, the
ground-truth estimated from the poster takes the form of a
multivariate Gaussian distribution computed using a maximum likelihood estimator by matching features between the
mosaic and camera images.
By computing the distance between the ground-truth distribution and the estimated vehicle pose distribution, we
account for the uncertainty inherent in the estimate as well
as the ground-truth. The Hellinger distance between two
distributions f (·) and g(·) is given by
Z
2
p
1 p
dH (f, g) =
f (x) − g(x) dx ∈ [0, 1]. (23)
2
Here, the distributions from the ground-truth, dead reckoning and EKF-SLAM are all multivariate Gaussian. Then,
for f = N (x, Σx ) and g = N (y, Σy ), the Hellinger distance
is given by the closed form expression
s p
det(Σx Σy )
exp(ε),
(24)
dH (f, g) = 1 −
det[ 12 (Σx + Σy )]


1
ε = − (x − y)T (Σx + Σy )−1 (x − y) . (25)
4
Fig. 9 illustrates the error in the estimated trajectories from
the dead reckoning and EKF-SLAM. Since the uncertainty
of the dead reckoning constantly increases, the distance
decreases only slightly if the estimated position is close to
the ground-truth. On the other hand, the uncertainty in the
estimate from the EKF-SLAM reduces when landmarks are
detected leading to reduction in the error at these points in
time (see Fig. 10).

Fig. 10. Comparison of standard deviation for axis X over time between:
dead reckoning that always increases, EKF-SLAM that increases at the same
rate but decreases when a landmark is detected and the ground-truth that is
close to zero.

IV. C ONCLUSIONS AND F UTURE WORKS
The aim of this paper is to present a modular localization
and mapping system for intervention AUVs working in semistructured environments with known landmarks.
The system has been divided in several modules to make
it as generic as possible and to simplify its reutilization
for different vehicles and sensor suites. Main modules are:
navigation adapter, visual detectors, and the pose ekf slam.
The navigaton adapter transforms navigation sensors custom
messages to generic ROS messages. It makes all navigation
sensors data be dextrorotatory and follow the metric unit
system and, moreover, it transforms these measurements
and its covariance from sensor’s frame to vehicle’s frame.
Two visual detectors have been presented to compute the
position of a known marks by comparing the images from
the camera against an a priori known template of the mark
itself. Both systems are suitable for real-time applications.
Finally, an EKF-SLAM algorithm has been detailed. The
algorithm estimates the vehicle position and linear velocity
and maps the position of several landmarks identified by the
visual detectors.

To test the whole system, real-time experiments have been
performed with Girona 500 AUV in a water tank with a
known 7.1 × 3.5 meters poster placed on its bottom. Results
prove the improvement on the navigation quality of the
EKF-SLAM with respect to a dead reckoning algorithm by
comparing them with a ground-truth obtained off-line by
matching the gathered images with the known poster.
As a future work, a new landmark detector based on
acoustic imagery could be easily adapted to the current setup.
A preliminary work has been done identifying the links of
an underwater chain using a forward looking sonar [21].
Moreover, the introduction of each landmark orientation in
the state vector instead of only its position should be studied.
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