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Abstract. The act of assisted feeding is a challenging task that requires
a good reactive planning strategy to cope with an unpredictable envi-
ronment. It can be seen as a tracking task, where some end effector
must travel to a moving goal. This work builds upon state of the art
algorithms, such as Discriminative Optimization, making use of a Kinect
camera and a modular robotic arm to implement a closed form system
that performs assisted feeding. It presents two different approaches: the
use of a variable rate function for updating the trajectory with informa-
tion on the moving goal, and the definition of different risk regions that
will shape a safer trajectory.
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1 Introduction

In the caregiving setting, robots are increasingly being used to assist people with
physical disabilities. This new work paradigm is of particular interest for vital
tasks, such as assisted feeding, which is the act of feeding people who can not do
it by themselves. In these scenarios, assistive robots can provide independence
and improve the quality of life of the individuals.

The great majority of these systems rely on some kind of remote control
to perform the required tasks, such as a standard joystick [1] or even innovative
brain-computer interface technologies [2]. Unlike most of the related work, which
implements open loop systems, this work integrates vision and control techniques
into a closed form system. To tackle the tracking challenge, we use a RGB-D
camera to perceive the 3D world, obtaining a continuous pose estimation of the
person’s face through Discriminative Optimization [6], presented in section 2.

For the path planning task, there are many efficient algorithms from sampling-
based planning algorithms to trajectory optimization algorithms. However, in
this context, it is not possible to foresee the movement of the human, which
motivates the need for good reactive planning [4] [5]. The work builds upon the
existence of such reactive approaches, but focuses mainly on the perception and
human interaction scope. To follow and approach a moving goal, we make use of
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a simple trajectory planning algorithm and a modular robotic arm presented in
section 3. To avoid jitter at larger distances, we propose a variable tracking rate
in section 3.2 that depends on the goal distance. Additionally, we take in consid-
eration the particular task of assisted feeding, that the interaction is performed
on a person’s face. To prevent possible injury, we define areas with a higher risk,
such as the person’s eyes, which influences the trajectory in section 3.1.

We present an experimental setup with a Kinect camera and a 5DoF robotic
arm built with Hebi modules in section 4. The preliminary results show that the
system can accurately track and approach the goal.

2 Vision Based Tracking

The task of assisted feeding translates into the problem of getting the end effec-
tor of an arm into the mouth of a person. Hence, the target is not static, but
moving in the 3D space over time with an unpredictable motion due to motor
impairment. This motivates the need for fast and accurate tracking of the per-
son’s head. The problem is modeled as a point cloud registration problem, and
solved with the presented Discriminative Optimization [6] method.

2.1 Point cloud registration

Given two sets of points P ∈ IR(3×NP) and Q ∈ IR(3×NQ), the goal of point cloud
registration is to find a rigid transformation τ(Q), represented by a rotation
matrix R and a translation vector T in equation (1), that aligns Q to P .

τ(Q) = RQ+ T (1)

In this work, we define P as the model point cloud of the face we wish to track,
and Qt as the scene point cloud obtained at time step t. Our goal is to compute
(Rt, Tt) that aligns a subset of points in the scene Qt to the model in P .

2.2 Discriminative Optimization

Most methods for solving the point cloud registration problem rely on the min-
imization of a cost function, such as the Iterative Closest Point (ICP) [12] and
Robust Point Matching [13]. It is well-known that these algorithms are prone to
local minima under noise and outliers, which could lead to incorrect registration.

On the other hand, Discriminative Optimization (DO) [6] learns search direc-
tions from training data without relying on a cost function. It finds a sequence
of updates in the search space that lead to stationary points corresponding to
the desired solutions. By learning from data with noise, outliers, and occlusion,
DO was shown to be more robust against these perturbations which are typically
present in real scenarios.

DO operates by encoding the point clouds using a function h : IRd ×RNQ →
IR2NP into a feature vector (see [6] for the form of h), then mapping the feature
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to an update vector using a linear map Dk ∈ IR(p×f), where k = 1, 2, . . . denotes
the update step. Let xk ∈ Rd denotes the estimate at step k in search space,
which in this case is the Lie algebra representing 3D rigid transformation (d = 6).
The update step of DO can be expressed by equation (2).

xk = xk−1 −Dkh(xk−1;Qt) (2)

Here, x0 is set to identity transformation. The Sequence of Update Maps (SUM)
{Dk}k is learned from training data. Starting from an initial estimate x0, the
learned SUM is used to update xk to obtain the goal transformation x∗.

Training Given a training set {(x(i)
0 ,x

(i)
∗ , Q

(i))}Ni=1, where x
(i)
0 is the initial

parameter, x(i)
∗ ground truth parameters, and Q(i) the scene point cloud of

training instance i, DO learns the SUM {Dk}k by sequentially applying the
ridge regression in equation (3) where λ is a hyper-parameter.

Dk+1 = argmin
D̃

1

N

N∑
i=1

||x(i)
∗ − x(i)

k + D̃h(x
(i)
k ;Q(i))||2 + λ

2
||D̃||2F (3)

To learn the SUM, we require a training set of scene point clouds Q(i) as
the face model under different poses (R(i), T (i)) and perturbations. Instead of
manually labeling several images, we generate a synthetic training dataset as
shown in figure 1. The steps are as follows:

1. Take a frame with a "good" view of the face;
2. Detect the face using a regular face classifier;
3. Extract the depth point cloud corresponding to the obtained RGB area;
4. Apply clustering to the point cloud and keep larger cluster as the model P ;
5. Sub-sample and normalize the point cloud to fit a (1x1x1) box - we define S

as the matrix that represents this transformation;
6. Apply randomly generated transformations {(R(i), T (i))}Ni=1 to P ;
7. Add noise, outliers, and occlusion to obtain Q(i).

Inference One challenge of DO happens when the scene Q has a large dis-
crepancy from the model P , which may cause xk to not converge to the desired
estimate. However, in a tracking application, we have access to the previous
pose, and we can use it to simplify the problem. Taking the previous estimates,
Rt−1, Tt−1 we can transform the scene as shown in equation (4).

Q̃t = Rt−1Qt + Tt−1 (4)

Note that, in practice, since in training we normalized the model with the trans-
formation S, we must also apply S to Qt.
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Fig. 1: DO Training for the face tracking problem. The estimated pose is used
to reproject the position and verify the pose.

With an adequate frame-rate for real-time applications, the transformed
scene Q̃t should be much closer to the model P , and thus the method should
converge to the correct pose. The newly obtained estimates, R̃ and T̃ , are then
used to compute the transformation at time t by equation (5).

Rt = R̃Rt−1 , Tt = R̃Tt−1 + T̃ (5)

Once we obtain (Rt, Tt) that aligns Q to P , we inverse it to obtain (R′, T ′) that
aligns P to Q and provides the head pose in the camera coordinate system.

Initialization In the previous sections, we take advantage of the sequential
motion to provide accurate pose estimation in each frame. However, there is no
previous estimate for the first frame, and this might lead to an initial error that
propagates into the subsequent frames. Moreover, the inference can take a longer
time to converge if the initial pose differs substantially from the correct pose.

To overcome this issue, we provide an initial estimate by replicating part of
the training process. We obtain the first point cloud Q1 as follows:

1. Detect the face using a regular face classifier;
2. Extract the depth point cloud corresponding to the obtained RGB area;
3. Subsample and normalize the point cloud to fit a (1x1x1) box.

We then estimated the initial translation between the model P and Q1, T0 =
pc−q1c, where pc and q1c are the centroids of P andQ1 respectively. This estimate
is used to initialize the registration in equation (4), where we use R0 = I3 as
the initial rotation. This allows DO to obtain to the correct pose without loss of
efficiency. Figures 2a and 2b illustrate the advantages of the procedure.
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(a) (b)

Fig. 2: Pose estimation inference: (a) without initial estimate: it takes a large
number of steps, and does not converge to the correct pose. (b) with initial

estimate: the process converges to the correct pose in fewer steps

2.3 Goal specification

The training procedure of the DO generates a 3D face model. It is then necessary
to define the specific point that is to be used as goal for the end effector, as well as
other points that might be of interest. These are selected manually in the tests.
It is also possible to obtain a governing plane by applying Principal Component
Analysis (PCA) on the template, as shown in figure 3. This can be used in the
future to define a generic computation of the goal point, and it is also important
to define the end effector orientation, in particular if the setup uses an arm with
6 DoF or more.

Fig. 3: Point cloud of the face model with a governing plane obtained with
PCA. The normal vector of the plane is shown starting from the template

centroid

3 Trajectory Planning and Control

The present work focuses on showing that the closed form system tracks and
approaches the goal precisely with safe trajectories. To fulfill this purpose, a
simple but fast trajectory generation approach is chosen that allows us to test
some relevant features:

– Verify accuracy of closed form implementation on reaching the goal;
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– Compare trajectories that update the tracking information with a fixed rate
against a variable rate;

– Compare trajectories that approach the goal while considering risk areas
against direct trajectories.

3.1 Trajectory planning

We start by defining a trajectory in the 3D cartesian space, applying potential
field methods to represent the goal as an attractive potential (a conical potential,
in particular), and considered obstacles as repulsive potentials. Let q = [x, y, z]
be a point in a global reference frame, where the trajectories will be defined.
Taking qigoal = [xigoal, y

i
goal, z

i
goal] as the moving goal position at time i, and

qiobsk = [xiobsk , y
i
obsk

, ziobsk ] the position of obstacle k at time step i, then equations
(6) and (7) define the attractive and repulsive potentials acting over a point q in
the global reference frame at time step i, where D(q1, q2) is a distance function
in space, such as the Euclidean Distance.

F i
att =

εA
D(q, qigoal)

(qigoal − q) (6)

F i
repk

=

{
εR(

1
D∗ − 1

D(q,qiobsk
)
) 1
D2(q,qiobsk

)
∆D(q, qiobsk) , ifD(q, qiobsk) ≤ D

∗

0 , ifD(q, qiobsk) > D∗

with ∆D(q, qiobsk) =
(q − qiobsk)
D(q, qiobsk)

(7)

εA and εR are weights that factor in the attractive and repulsive components
of the potential, respectively, and D∗ is the range of obstacle influence. Combin-
ing the generated fields we get a vector that represents the direction in which the
trajectory should move. A sequence of waypoints P 1,P 2, ...,PN is generated by
using a fixed step. From these waypoints, the corresponding joint configurations
Φ1,Φ2, ...,ΦN are computed by applying a numerical optimization method for
the inverse kinematics provided by the Hebi API. This method minimizes the
angle displacement between the previous and goal configurations (see section
4.1).

The motion throughout the trajectory waypoints should also prefer smooth-
ness. Thus, to travel between waypoints, we apply a minimum jerk trajectory [8]
by imposing smoothness conditions at each waypoint and a given set of intervals
∆t1, ∆t2, ...,∆tN . The method will output a trajectory function for each chunk
i and each degree of freedom k:

T k
i = a0 + a1t+ a2t

2 + a3t
3 + a4t

4 + a5t
5 (8)

where the coefficients can be obtained by solving the linear system that
results from the boundary conditions on position, velocity and, acceleration.
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These trajectories are, however, optimized separately, and rely on the bound-
ary conditions and on the intervals to be known. For this purpose, the three cubic
method [7] was used, since it not only allows computing the minimum required
time, taking into account the dynamic constraints of the system–joint velocity
and acceleration limits–, but also provides boundary conditions for each way-
point through a simple cubic spline interpolation. The method computes two
minimum intervals for each joint, one limited by the velocity constraint and the
other by the acceleration constraint.∆T

k
vmin

= 1.6
|qk1−q

k
0 |

q̇kmax
(velocity constraint)

∆T k
amin

=
√

6.4
|qk1−qk0 |
q̈kmax

(acceleration constraint)
(9)

The interval ∆T i is obtained by taking the maximum for all degrees of free-
dom of ∆T k

vmin
and ∆T k

amin
. This assures no dynamic constraint is violated for

any joint. We then use the defined intervals to perform a cubic spline inter-
polation that returns a global trajectory, from which each waypoint boundary
conditions will be computed.

Note that the global trajectory could be used to perform the desired path.
However, experimental results showed that the minimum jerk trajectory, al-
though using the interpolated values as boundary conditions, followed smoother
paths. The procedure can be summarized in the following steps:

1. Generate waypoints in 3D space with potential field methods;
2. Use inverse kinematics to compute waypoints in configuration space;
3. Calculate minimum time interval for each chunk;
4. Use spline interpolation to get boundary conditions;
5. Compute minimum jerk trajectory between each pair of waypoints.

3.2 Update rate

For this application, we propose that there is a smaller necessity for updating
rapidly the trajectory while distance to the goal is large (obstacle collision should
always be checked as often as possible). Thus, we propose a variable update rate
as a simple linear function with saturation for both very small and very large
distances, defined as ∆Tu in equation (10). The saturation values are set to T−u
for distances lower than d−, and T+

u for those higher than d+.

∆Tu =


T−u , ifd < d−

T+
u −T

−
u

d+−d− (d− d−) + T−u , ifd− ≤ d ≤ d+

T+
u , ifd > d+

(10)

4 Implementation

4.1 Hebi Arm

To test the closed form system, we chose a robotic arm composed of Hebi modules
[10], shown in figure 4. There are two types of modules: revolution joints and
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hard links. In this experimental setup, the arm has 5 DoFs. The modules can
be controlled through an API that is able to receive feedback from the module’s
state and to send commands with the desired positions, velocities and torques
of each joint.

In testing, we used a control scheme with three summed parallel PIDs, one
for each command (position, velocity, and torque).

At each time step ti, a command is sent with the desired position and a
gravity compensating torque, computed with the API, to each joint. This allows
an accurate actuation of the sent commands.

All measures of the arm are given with respect to a reference frame defined
by its first joint. Throughout the work, this reference frame is used as a global
reference frame ({I}).

4.2 Kinect

To perform the template tracking and pose extraction with DO, the implementa-
tion is done with a Kinect 360. Any measure provided by the template tracking
algorithm is retrieved in the camera’s reference frame ({C}). These have to be
transformed into the global reference frame to be fed to the trajectory planner.
Hence, every time the camera is re-positioned, it is necessary to find the correct
transformation from {C} to {I}.

The process used is the following: a board of aruco markers [9], with an asso-
ciated reference frame {A}, is placed in a known location in the global reference
frame, transformation we define by (R{I}{A}, T

{I}
{A}). Then, using the visual mark-

ers’ library we obtain (R{A}{C}, T
{A}
{C} ) from {C} to {A}. The final transformation

is given by the expression in (11). The use of aruco markers is limited only to
the calibration process. A different method for calibration can be used, making
the markers obsolete.

x{I} = R x{I} + T ,with

{
R = R

{I}
{A}R

{A}
{C}Ri

T = R
{I}
{A}R

{A}
{C}Ti +R

{I}
{A}T

{A}
{C} + T

{I}
{A}

(11)

Fig. 4: Hebi robotic
arm with 5 DoFs

Fig. 5: Current Implementation
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4.3 Program flow

The logic described in the previous sections is implemented in MATLABTM,
since both the Hebi API and the DO base code are provided already in this lan-
guage. The program flow is shown in figure 5, where the tracking information is
shared between instances. This implementation allows testing the desired char-
acteristics of the system, but it is missing a better setup to test for the speed and
re-planning performance. For this purpose we suggest a parallel implementation
of steps 1, 2, and 3 in figure 5. The performance on this setup can be taken
as a baseline for future approaches. To retrieve the Kinect input, the current
implementation relies on libfreenect2 [11], an open source cross-platform driver
for Kinect. The arm control is performed through the already mentioned Hebi
API [10].

5 Results

This section presents an overview of the tests performed with the closed form
implementation. To substitute the person’s face, a styrofoam head was used.
Both the mouth and the eyes location was selected manually. Starting from
some position, the head was moved in all space directions, simulating a person’s
movement. A first set of tests was performed where the calibration from the
camera reference frame to the global reference frame was obtained from a single
aruco marker (Calib. 1), and a second set of tests used a planar board with 2×2
arucos (Calib. 1).

Table 1: General resuls for the closed form system

Total Inside Outside Success Average
norm error (m)

Calib. 1 77 36 41 47 % .012
Calib. 2 69 62 7 90 % .009

The results are shown in table 1, where the average error of the end effector
measured in the global frame is also presented. The error is computed from the
commanded position and the actual position, obtained with a forward kinematics
computation. We considered the end effector is inside the desired region if it is
less than 1 cm away from the goal point.

The results emphasize the importance of calibrating properly the reference
frames. In fact, with a proper calibration, the great majority of all tests were
successful and reached the desired location. In particular, the tests that did not
reached the desired region had a visibly smaller error than with the previous
calibration. It is still necessary to improve the calibration process to verify these
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preliminary results. This supports the claim that the closed form system fulfills
its goal.

5.1 Eyes as risk area

To test the impact of the use of the eye region as a risk area two sets of tests
were performed: one where no obstacle is given to the trajectory generator, and
one where a point representing each eye is used to compute the trajectory.

(a) Direct trajectory (b) Risk-shaped trajectory

Fig. 6: Testing eyes as a risk area: the graphs show the desired and actual
positions, the waypoints and the eyes’ positions

Figures 6a and 6b show the resulting trajectories for a test of each of the
described sets, respectively. It is visible that the trajectory’s shape is deformed
when the eyes are specified as a risk area, providing a safer path to the person’s
mouth.

5.2 Variable rate vs. fixed rate

To test the impact of the proposed update rate function three sets of tests were
performed: the first two sets used a fixed trajectory update rate, 0.5s and 1s,
and the third set used the variable update rate function presented in equation
(10) with T+

u = 5s, T−u = 0.5s, d+u = 1m and d−u = 0.05m. In both tests the
styrofoam head was moving along the x axis and the approximation is done
along the y and z axis.

Figures 7a and 7b show the obtained trajectories for a test of the second set
(Tu = 1s) and the third set (variable Tu), respectively. The trajectory with the
variable rate only bends when the end effector is closer to the region where the
styrofoam head was moving. This is desirable to the focused task, since it avoids
unnecessary jitter caused by an unpredictable goal.
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(a) Fixed Rate (b) Variable Rate

Fig. 7: Testing rate functions: the graphs show the desired and actual positions,
the followed waypoints and points where a new trajectory was computed

6 Conclusion

The work presents a closed form implementation of a visual servoed robotic
arm to perform the task of assisted feeding. Using a simple trajectory planning
approach that receives information from the environment through a Kinect cam-
era, the preliminary results show that the end effector can be commanded to a
moving goal while considering safety and smoothness criteria.

Two proposed methods to tackle the tracking and approximation problems
entailed were presented. The results show that considering regions of risk in
the interaction with an individual, the eyes in this particular case, shapes the
trajectories in a way that increases safety. Moreover, using a variable update
rate may avoid unnecessary jitter when dealing with an unpredictable target.
Note that it is important to parametrize correctly all variables so the desired
behavior is achieved but not overdone.

In the future, it is relevant to test the efficiency of the system components.
For this purpose, a possible addition is to apply object detection with methods
similar to [3], since the system already retrieves the necessary input, and to
detail the behavior of the update function with respect to the goal and to the
obstacles.

An important improvement to the system is the creation of automatic meth-
ods to calibrate the reference frames reliably and to define the goal and risk areas
in a coherent manner between similar models. Also, since part of the captured
environment is occupied by the robotic arm, an improvement to the work would
be to encourage trajectories that minimize occlusion.

Lastly, a subsequent improvement to this system would be to add motion
prediction techniques such as [14] to improve the response of the trajectory
generation and, consequently, the system’s efficiency in the task.
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