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Abstract
This paper describes an algorithm for classifying human motion patterns (trajectories) observed in video sequences. We address this
task in a hierarchical way: high-level activities are described as sequences of low-level motion patterns (dynamic models). These low-level
dynamic models are simply independent increment processes, each describing a speciﬁc motion regime (e.g., ‘‘moving left’’). Classifying a
trajectory thus consists in segmenting it into the sequence its low-level components; each sequence of low-level components corresponds
to a high-level activity. To perform the segmentation, we introduce a penalized maximum-likelihood criterion which is able to select the
number of segments via a novel MDL-type penalty. Experiments with synthetic and real data illustrate the eﬀectiveness of the proposed
approach.
 2007 Elsevier Inc. All rights reserved.
Keywords: Surveillance; Human motion; Activity recognition; Independent increment processes; Minimum description length

1. Introduction
The analysis of human activities from video sequences is
an active research topic with obvious applications in video
surveillance, e.g., in the detection of typical or abnormal
behaviors. This paper focuses on the classiﬁcation of human
motion in real situations using surveillance cameras.
The surveillance of large public areas often relies on the
use of a large number of cameras covering several regions
of interest. The observation room is usually equipped with
a large set of video monitors, used by (one or more) human
operator(s) to watch over multiple areas. This requires a
considerable human eﬀort in multiplexing attention to survey multiple scenes and events. Recently, a considerable
eﬀort has been devoted to developing automatic surveil-
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lance systems, providing information about which activities
are taking place in a given space. These systems aim at
monitoring the actions of each pedestrian, in order to classify its activity and discriminate common activities (e.g.,
‘‘walking’’, ‘‘entering shop’’) from dangerous or inappropriate ones (e.g., ‘‘running fast’’, ‘‘ﬁghting’’).
In this work,1 activities are recognized from motion patterns associated to each person tracked by the system. A
fundamental assumption is that the motion is described
by a sequence of displacements of the 2D centroid (mean
position) of each person’s image ‘‘blob’’. The displacements are described by multiple dynamical models associated to elementary motion regimes, equipped with a
switching mechanism. Switching among diﬀerent models
occurs at unknown time instants, which have to be estimated from the video sequence.
Our approach is thus of hierarchical nature. Each highlevel activity is composed of a sequence of low-level mod1
This work is integrated in project CAVIAR, which has the general goal
of representing and recognizing contexts and situations. An introduction
and the main goals of the project can be found at http://homepages.
inf.ed.ac.uk/rbf/CAVIAR/caviar.htm.
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els; for example, ‘‘browsing’’ may be composed of ‘‘moving
left’’–‘‘stopped’’–‘‘moving right’’. Classifying a trajectory
thus consists in segmenting it into the sequence its low-level
components. A sequence of low-level components can then
be classiﬁed into one of the considered high-level activities
via a simple look-up table. The central block of the procedure is clearly the segmentation of each observed trajectory
into its low-level components. To this end, we introduce a
penalized maximum likelihood segmentation/classiﬁcation
criterion, equipped with an MDL-type penalty which is
able to select the number of segments. This segmentation
is based on parameters of each low-level model, which
are learned oﬀ-line during a training phase, from hand segmented data.
The rest of the paper is organized as follows. Section 2
overviews related work. Section 3 presents our formulation
of the problem and the adopted motion models. In Section
4, we describe the proposed methodology, namely the
model parameter estimation criteria and the trajectory segmentation algorithm. Section 5 describes how the highlevel classes are assigned to sequences of low-level models.
Section 6 reports experimental results with synthetic data
and real video sequences. Section 7 discusses some limitations of the approach and ongoing work to address them.
Finally, Section 8 concludes the paper.
2. Related Work
A considerable amount of work has been recently done
to characterize human activities and behavior from video
sequences (a recent survey can be found in [5]). This task
is usually split into two parts: object tracking and activity
recognition [5]. Diﬀerent types of methods have been used
to deal with each of these operations. Object tracking is
often performed using deformable models [2,8], region
based techniques (e.g., blob detection [25]), articulated
models of the human body [26], or sets of features characterizing the object shape or appearance [13,21].
Some authors aim at characterizing the human activities
directly from the video sequences without segmenting the
active regions. In [3], human activities are characterized
by temporal templates which convey information about
‘‘where’’ and ‘‘how’’ motion is performed. Two templates
are created: a binary motion-energy-image which represents ‘‘where’’ the motion has occurred in the whole
sequence, and a scalar motion-history-image which represents ‘‘how’’ motion occurs for each activity. Motion patterns have also been used in [15] based on the concept of
‘‘recency’’. This work integrates several frames into a single
image, assigning higher weights to the most recent frames.
In [16], human motion is characterized using optical ﬂow.
Diﬀerent inference methods can be used to recognize
human activities from the information extracted from the
video data. The most popular techniques rely on the use
of hidden Markov models (HMMs) and coupled hidden
Markov models (CHMMs) [18] to model single-person or
person-to-person interactions. Both techniques are used
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to characterize the evolution of the person mass center
along the video sequence. Extensions of these methods
are also used, such as abstract-hidden Markov models
(AHMM) [12], to model human indoor motion patterns;
see also [24], where a comparison between conditional random ﬁelds (CRF) and maximum entropy Markov model
(MEMM), for video surveillance is reported. These techniques allow representing temporal patterns associated to
diﬀerent activities in a stochastic framework. Other types
of techniques have also been used with success for gesture
and activity recognition; e.g., Bayesian networks [4], neural
networks [9,22], ﬁnite state machines (FSM) [1,23] and syntactic techniques [7].
Activity recognition is often performed in a hierarchical
way, by using low-level models to represent elementary
activities (walking, sitting, running) and higher level models
to deal with complex events [4,17]. These hierarchical models are able to perform complex classiﬁcation tasks, with
simple semantics at the diﬀerent levels of the hierarchy.
In this paper, as in [18], the human body is represented by
its center of mass. A bank of switched dynamical models is
used to describe the trajectory of the pedestrian in the video
sequence. This is related to [6,14], where switched dynamical
models are proposed for shape tracking with deformable
models. A set of simple dynamic models is used to represent
elementary activities. These models are trained oﬀ-line,
from hand segmented video sequences, in a supervised
way. Complex activities (e.g., browsing, entering) are represented by considering switching between diﬀerent models.
3. Problem formulation
3.1. Rationale
In order to segment and classify diﬀerent activities, as
mentioned in Section 1, we ﬁrst observed that all trajectories of a given activity follow a typical route. Fig. 1 shows
trajectories corresponding to a person entering a shop
(left), leaving a shop (right) or just passing in front of a
shop (bottom).
In this work, we use sequences of elementary models,
such as ‘‘moving upwards’’, ‘‘stopped’’, ‘‘moving downwards’’, ‘‘moving left’’, and ‘‘moving right’’ to describe
the trajectories. Our problem formulation can thus be
described as: given a trajectory xt = (x1 , . . . , xn), segment
it into its elementary models and classify the activity.
3.2. Statistical model
Human activity is represented, in this paper, by the evolution of the person’s centroid in the video sequence, i.e., a
trajectory. Formally, a trajectory is a sequence of 2D locations (on the image plane), x = (x1 , . . . , xn), with xt 2 R2 .
Furthermore, we assume that the trajectory is generated
by a bank of switched dynamical models of the form
xt  xt1 ¼ Dxt ¼ lmt þ wt ;

ð1Þ

Author's personal copy

128

J. Nascimento et al. / Computer Vision and Image Understanding 109 (2008) 126–138

Fig. 1. Examples of three diﬀerent activities: entering (a), exiting (b), passing (c).

where mt 2 {1 , . . . , C} is the label of the active model at
time t, {l1 , . . . , lC} are the mean displacement vectors of
the C models, and each wt  Nð0; Qmt Þ is an independent
sample from a zero-mean Gaussian random variable of
covariance Qmt , where {Q1 , . . . , QC} are the displacement
covariances of the models.
An activity (high-level class) is described by a sequence
of low-level model labels. Finding this (hidden) sequence
of model labels corresponds to segmenting the observed
sequence, i.e., computing the switching times between the
models present in a given trajectory.
Eq. (1) describes a conditionally independent increment
process (IIP), given the sequence of model labels {mt,
t = 1 , . . . , n}. We assume that this sequence of model labels
is composed of T (with T possibly unknown) constant
segments,
fm1 ; m2 ; . . . ; mn g ¼ fc1 ; . . . ; c1 ; c2 ; . . . ; c2 ; . . . ; cT ; . . . ; cT g;

• Select a number of segments T;
• Pick a set of switching times {t1 , . . . , tT1};
• Select the parameters of each of the C models {lc, Qc,
c = 1 , . . . , C};
• Finally, generate the trajectory according to (1), given
some initial position x0.
Segmentation of an observed sequence is the inverse
problem corresponding to this generative model. That is,
given an observed trajectory, estimate the number of
switching times, the switching times, and the model label
at each segment between switching times. We assume that
the number of models C and the corresponding parameters
{lc, Qc, c = 1 , . . . , C} are know. In practice, as mentioned
above, they are estimated oﬀ-line from training sequences
segmented by human observers. In the following section,
we will describe how we address this segmentation
problem.

ð2Þ
where ci 2 {1 , . . . , C}. The time of switching between model ci and ci+1 is denoted as ti, that is,
mt ¼ ci ( t ¼ ti1 ; . . . ; ti  1;

ð3Þ

where we deﬁne t0 = 1.
In summary, our generative model of a random trajectory is thus speciﬁed as follows:

4. Parameter estimation and segmentation/classiﬁcation
algorithm
4.1. Model parameter estimation
The estimation of the parameters of the low-level models
(that is, of {lc, Qc, c = 1 , . . . , C}) is performed in an supervised way, using training trajectories which were previously
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segmented into low-level actions by a human observer.
These estimates are simply standard maximum likelihood
estimates, based on the set of all displacements in the training trajectories that were classiﬁed as belonging to each
model.

respect to c1 , . . . , cT, for each given sequence of switching
times {t1 , . . . , tT1}, can be decoupled as follows:
max Lðc1 ; . . . ; cT ; t1 ; . . . ; tT 1 Þ

c1 ;...;cT

¼

4.2.1. Segmentation into a known number of segments
Having deﬁned the set of models and learnt the corresponding parameters from training data, one is ready to
classify a test trajectory from the sequence of observed displacements {Dx1 , . . . , Dxn}. We accomplish this goal by
computing the likelihood of this observed trajectory under
each possible sequence of model labels. Assuming, for now,
that the number of segments T is known, the log-likelihood
of {Dx1 , . . . , Dxn}, given the sequence of model labels
{c1 , . . . , cT} and switching times {t1 , . . . , tT1}, is denoted
as
Lðc1 ; . . . ; cT ; t1 ; . . . ; tT 1 Þ ¼ log pðDx1 ; . . . ; Dxn
j c1 ; . . . ; cT ; t1 ; . . . ; tT 1 Þ:

ð4Þ

Notice that if T = 1 there is no switching, and only one
model is active during the trajectory.
Due to the conditional independence assumption underlying (1), the log-likelihood can be written as
Lðc1 ;.. .;cT ;t1 ;. ..;tT 1 Þ ¼

tj 1
T
X
X

log pðDxi j cj Þ;

ð5Þ

j¼1 i¼tðj1Þ

¼

tj 1
T
X
X

log NðDxi j lcj ; Qcj Þ: ð6Þ

j¼1 i¼tðj1Þ

Since T is known, we can ‘‘segment’’ the sequence (i.e., estimate c1 , . . . , cT and t1 , . . . , tT1) using the maximum-likelihood criterion,
b
Lðc1 ;. ..;cT ;t1 ; ...; tT 1 Þ:
c 1 ; ...;bc T ;bt 1 ;.. .;bt T 1 ¼ arg cmax
;...;c
1

T

t1 ;...;tT 1

ð7Þ
This maximization can be re-expressed in a nested way2, by
ﬁrst minimizing with respect to the model labels, given the
switching times, and then maximizing with respect to the
switching times; this leads to
bt 1 ; . . . ; bt T 1 ¼ arg max f max Lðc1 ; . . . ; cT ; t1 ; . . . ; tT 1 Þg:
t1 ;...;tT 1 c1 ;...;cT

ð8Þ
Due to the additive form of L(c1 , . . . , cT, t1 , . . . , tT1),
which can be seen in (6), the inner maximization in (8) with
2

T
X
j¼1

4.2. Segmentation and classiﬁcation

Notice that given some maximization problem, say
ðb
a; b
bÞ ¼ arg maxa;b f ða; bÞ, the maximization with respect to one of the
variables (say a) can always be written as b
a ¼ arg maxa ðmaxb f ða; bÞÞ.
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max
cj

tj 1
X

log pðDxi j cj Þ:

ð9Þ

i¼tðj1Þ

Notice that the maximization with respect to each cj is simply the maximum likelihood classiﬁer of the sub-sequence
fDxtðj1Þ ; . . . ; Dxtj 1 g into one of C classes {1, , . . . , C}.
Finally, to fully solve (7), the outer maximization with
respect to t1 , . . . , tT1 is done by exhaustive search, that
is by considering all possible sequences of T switching
times. The cost of this exhaustive search, which is
O(nT1), would be prohibitive even for moderate values
of T. However, in this work, this value is kept low, since
we are only dealing with n . 102–103 and a very small
numbers of segments (T up to 3). For large numbers of segments, this becomes too expensive and other alternatives
would have to be explored.
4.2.2. Estimating the number of segments: MDL criterion
In the previous subsection, we derived the segmentation
criterion assuming that the number of segments T is
known. It is clear that the same criterion cannot be directly
used to select T, as this would always return the largest
allowed number of segments. We are thus in the presence
of a model-selection-type problem, which we address by
using a minimum description length (MDL) approach
[20]. The proposed MDL criterion for selecting T is as
follows:
Tb ¼ arg minfLðb
c1; . . . ; b
c T ; bt 1 ; . . . ; bt T 1 Þ
T

c T ; bt 1 ; . . . ; bt T 1 Þg;
þ Mðb
c1; . . . ; b

ð10Þ

where Lðb
c 1 ; . . . ; bc T ; bt 1 ; . . . ; bt T 1 Þ is the negative of the maximized log-likelihood function, for a given T, and
Mðb
c 1 ; . . . ; bc T ; bt 1 ; . . . ; bt T 1 Þ is the number of bits required
to encode the selected model indeces bc 1 ; . . . ; b
c T and the
estimated switching times bt 1 ; . . . ; b
c T 1 .
In our approach, since all the involved unknowns
(model labels and switching times) are discrete valued, we
can write an exact (not asymptotical) description length
Mðb
c 1 ; . . . ; bc T ; bt 1 ; . . . ; bt T 1 Þ ¼ T log C þ ðT  1Þ log n:

ð11Þ

In (11), the term T log C is the code length for the T model
indeces b
c1; . . . ; b
c T , since each belongs to {1 , . . . , C}, thus
requiring log C bits to encode. The term (T  1)log n is
the code length for the T  1 switching times, bt 1 ; . . . ; bt T 1 ,
because each belongs to {1, , . . . , n}. We are ignoring the
fact that two switchings cannot occur at the same time;
since T  n, this causes a negligible error. Finally, Tb is
found by trying all allowed values of T and choosing the
one that minimizes the MDL criterion in (10).
The segmentation obtained by this algorithm is globally optimal, in the sense that it corresponds to a global
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minimum of the MDL criterion in (10), because the minimization is exact. In fact, for each candidate T and possible set of switching times t1 , . . . , tT1, the optimization
with respect to c1 , . . . , cT is performed in closed form as
shown in (9). Then, the maximization with respect to the
switching times t1 , . . . , tT1 is performed exactly by
exhaustive search, as explained in the previous subsection. Finally, optimization with respect to the number
of segments T (see (10)) is also carried out by exhaustive
search.
4.3. Remark concerning segmentation vs classiﬁcation
Notice that we do not have the usual typical MDL
asymptotical T2 log n penalty term; the reason for this is
that in (10) the penalty term does not correspond to
the encoding of real-valued parameters. In our approach,
the real-values parameters (the means and covariances of
each low-level model) are previously estimated and

assumed ﬁxed, independently of the number of segments,
so they need not be taken into account in the MDL
penalty.
In a typical unsupervised segmentation approach, we
would have to estimate the model parameters of each segment (in addition to their boundaries), directly from each
observed sequence, and the MDL criterion would have to
take that into account. This is the typical application of
MDL in image segmentation, as pioneered in [10,11], and
used by many other authors.
However, we are not seeking an unsupervised trajectory
segmentation method, because without the supervised
training phase, it would not be possible to assign semantic
meaning to the model of each segment (for example, moving right or moving left). In short, supervised training is
needed when, in addition to segmenting, one wishes to classify and interpret activities. This leads to our use of the
MDL with ﬁxed model parameters, as proposed in this
work.
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Fig. 2. Several synthetic activities considered: (a) entering, (b) leaving, (c) passing, (d) browsing. (For interpretation of the references to color in this ﬁgure,
the reader is referred to the web version of this article.)
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Fig. 3. Synthetic activities with mismatched dynamic models (entering, exiting).

Fig. 4. Bounding boxes and centroids of the pedestrians performing activities.

5. High-level identiﬁcation of the sequences
To identify the performed activities, we must assign
semantics to each sequence of model labels into which a
trajectory is segmented. For example, in the case of classiﬁcation of people moving in a shopping mall (described in
detail in the next section) an ‘‘entering’’ activity is identiﬁed
whenever the sequence of segment low-level labels ‘‘moving
right’’-‘‘moving up’’ or ‘‘moving left’’-‘‘moving up’’, occurs
within the trajectory; as another example, a ‘‘leaving’’
activity is identiﬁed when the sequence of segment low-level
labels is ‘‘moving down’’–‘‘moving right’’ or ‘‘moving
down’’–‘‘moving left’’.
Assuming that the maximum number of segments
allowed is Tmax, the segmentation/classiﬁcation procedure
described in the previous section can assign to each test trajectory one of (approximately) C þ C 2 þ    þ C T max label
sequences (one of C possible one-segment labels or one
of C2 possible two-segment pairs of labels, etc.). The

high-level classiﬁcation of the trajectory is then simply
obtained by deﬁning a look-up table which assigns a
(high-level) class to each possible segmentation/classiﬁcation (low-level label sequence). In the case of the shopping
mall scenario, we will consider ﬁve possible low-level
labels, thus C = 5, and Tmax = 3; the classiﬁcation lookup table thus has 5 + 52 + 53 = 155 entries and is too long
to include here. Even worse, for the campus sequences, we
use C = 9 and Tmax = 3, thus the look-up table has
9 + 92 + 93 = 819 entries.
6. Experimental results
6.1. Synthetic data
This subsection presents experimental results with
synthetic data, for which we have performed Monte
Carlo tests. We have considered the following ﬁve
(C = 5) low-level models: {‘‘moving right’’, ‘‘moving
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Fig. 5. Samples of diﬀerent activities. The large circles are the estimated times instants of the model switches: ‘‘entering’’ (a and b); ‘‘exiting’’ (c and d);
‘‘browsing’’ (e and f). (For interpretation of the references to color in this ﬁgure, the reader is referred to the web version of this article.)

Table 1
Confusion matrix for the classiﬁcation of activities in the shopping mall
True classes

‘‘entering’’
‘‘leaving’’
‘‘passing’’
‘‘browsing’’

Classiﬁcation
‘‘entering’’

‘‘leaving’’

‘‘passing’’

‘‘browsing’’

11
0
0
0

0
14
0
0

0
0
22
1

0
0
1
8

left’’, ‘‘moving up’’, ‘‘moving down’’, ‘‘stopped’’}. These
low-level models are characterized by the following
parameters:

 


3
3 0
; Q1 ¼
;
\moving right" : l1 ¼
0
0 1




3
3 0
\moving left" : l2 ¼
; Q2 ¼
;
0
0 1
 


0
1 0
; Q3 ¼
;
\moving up" : l3 ¼
2
0 4




0
1 0
; Q4 ¼
;
\moving down" : l4 ¼
2
0 4
 


0
:5 0
; Q5 ¼
:
\stopped" : l5 ¼
0
0 :5
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Fig. 6. Examples of observed trajectories in the university campus experiment.

Based on these ﬁve low-level models, we have deﬁned
four high-level activities, each made of one, two, or
three low-level segments. These activities are ‘‘entering’’,
‘‘leaving’’, ‘‘passing’’, and ‘‘browsing’’. For example, as
mentioned in the ﬁrst paragraph of Section 5, the highlevel activity ‘‘entering’’ corresponds to the sequence of
low-level labels ‘‘moving right’’–‘‘moving up’’ or ‘‘moving left’’-‘‘moving up’’.
To test our classiﬁer, we have generated 100 trajectories from each of these high-level activities, following the
above models. Examples of trajectories generated according to these models are shown in Fig. 2. In this ﬁgure,
the thin (green) rectangles correspond to areas where
the trajectory begins. The initial position x0 is randomly
sampled inside one of these areas, because the person
may enter the scene from one of them. The wide (yellow)
rectangle is the area in which model switching may
occur. Using the procedure above described to segment
and classify these sequences, the obtained accuracy was
of 100%.
To test the robustness of our classiﬁer against
model mismatch, we have also generated trajectories
following perturbed low-level models, which diﬀer
from the ones used for classiﬁcation, and are given
by





2
2 0
\ðmismatchedÞmoving left" : l02 ¼
; Q02 ¼
;
1
0 3
 


1
2 0
\ðmismatchedÞmoving up" : l03 ¼
; Q03 ¼
:
2
0 4
Examples of these trajectories are shown in Fig. 3. In
this experiment, the same 100% accuracy was
obtained.
6.2. Real data: shopping mall
We now report results of tests with real data obtained
with a surveillance camera of a shopping mall.3 The ground
truth labels for all sequences were obtained by human
observers. Fig. 4 contains examples of two frames, showing
the bounding boxes as well as the center of mass of people
in the scene; recall that the trajectory of the center of mass
is the information used in the approach described in this
paper.

3

The video sequences were acquired in the context of the EU-funded
project CAVIAR. The ground truth labelled video sequences can be
downloaded at http://homepages.inf.ed.ac.uk/rbf/CAVIAR/.
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Fig. 7. Examples of trajectories from the seven classes deﬁned: (a) ‘‘entering building’’, (b) ‘‘leaving building’’, (c) ‘‘crossing diagonally up’’, (d) ‘‘crossing
diagonally down’’, (e) ‘‘crossing park’’, (f) ‘‘walking along’’, (g) ‘‘wandering’’.
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Fig. 8. (a) Image after homographic projection to the ground plane; (b) region of interest.

The activities and low-level models considered here are
the same as in the synthetic experiment above described.
Namely, the set of high-level activities is {‘‘entering’’,
‘‘leaving’’, ‘‘passing’’, ‘‘browsing’’}, while the set of lowlevel models is {‘‘moving right’’, ‘‘moving left’’, ‘‘moving
up’’, ‘‘moving down’’, ‘‘stopped’’}. The parameters of the
low-level models (means and covariances) were estimated
from 25 hand-segmented and hand-labelled training
sequences.
Fig. 5 shows several examples of trajectories. The
switching instants estimated by the proposed algorithm
are marked with small red circles. In these examples, the
proposed segmentation algorithm correctly determines
the switching times between models.
The classiﬁcation performance of our algorithm was
tested on 47 trajectories, for which ground truth was
obtained by a human observer. The confusion matrix for
this data-set is shown in Table 1. The overall accuracy
obtained is approximately 96%, which can be considered
very acceptable for practical applications.
6.3. Real data: University campus
In the second experiment, we consider another surveillance-type scenario in a university campus. Fig. 6 shows
examples of observed trajectories in this scenario.
After observing many trajectories, we have decided to
deﬁne a set of seven high-level activities: {‘‘entering building’’, ‘‘leaving building’’, ‘‘crossing diagonally up’’, ‘‘crossing diagonally down’’, ‘‘crossing park’’, ‘‘walking along’’,
‘‘wandering’’}. Fig. 7 shows examples of trajectories from

each of these seven classes. Each of these high-level classes
is composed of a sequence of up to and Tmax = 3 labels from
a set of C = 9 low-level motion models, {‘‘stopped’’,
‘‘north’’, ‘‘south’’, ‘‘east’’, ‘‘west’’, ‘‘north–west’’, ‘‘north–
east’’, ‘‘south–west’’, ‘‘south–east’’} (the camera is facing
south).
Due to a strong perspective eﬀect, the displacements
observed on the image plane are not only dependent on
the true displacement, but also on the position of the person in the scene. To compensate for this eﬀect, all observed
frames were corrected by an homographic projection from
the image plane to the scene ground plane. The parameters
of this projection were obtained by considering a set of
points in the scene with known ground-plane coordinates.
Fig. 8a shows an image of the scenario, after this transformation, while Fig. 8b shows the region of interest in the
transformed image, where all the trajectories take place
(see Fig. 9).
Finally, the classiﬁcation accuracy was assessed by
applying the algorithm on 152 test trajectories; the
resulting confusion matrix is shown in Table 2.
The global accuracy is approximately 95%, again
an acceptable value for practical surveillance
applications.
7. Limitations and ongoing work
In this section, we discuss some of the limitations of the
proposed approach. First, it is clear that the method
strongly relies on the assumption of static environment
and a static camera, conditions which are not always nec-
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Fig. 9. Examples of segmented and classiﬁed test trajectories, after homographic transformation: (a) ‘‘entering building’’, (b) ‘‘leaving building’’, (c)
‘‘crossing diagonally up’’, (d) ‘‘crossing diagonally down’’, (e) ‘‘crossing park’’, (f) ‘‘walking along’’, (g) ‘‘wandering’’.

Table 2
Confusion matrix for the classiﬁcation of university campus activities
True classes

‘‘entering building’’ (EB)
‘‘leaving building’’ (LB)
‘‘crossing diagonally up’’ (CDU)
‘‘crossing diagonally down’’ (CDD)
‘‘crossing park’’ (CP)
‘‘walking along’’ (WA)
‘‘wandering’’ (W)

Classiﬁcation
EB

LB

CDU

CDD

CP

WA

W

19
0
0
0
0
0
0

0
16
3
0
0
1
0

0
2
12
0
0
0
0

0
0
0
25
0
0
0

0
0
0
0
39
1
0

0
1
0
0
0
16
0

0
0
0
0
0
0
17

essarily satisﬁed. For example, in the campus experiment,
the amount of parked cars can change drastically along
the day; in the presence of a large number of cars, the trajectories are more constrained, and this may have a relevant eﬀect on the statistical parameters of the low-level
motion models.

Another limitation is related to the fact that the classiﬁcation depends only on the sequence of low-level models
observed in the trajectory, but not on their duration neither
on the location of the model switchings. For example, consider a problem involving two consecutive doors (say, in a
shopping mall): an exit door followed by a store entrance.
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Fig. 10. (a) Trajectory of the ‘‘walking along’’ class which was wrongly classiﬁed as ‘‘leaving building’’; (b) trajectory of the ‘‘leaving building’’ class which
was wrongly classiﬁed as ‘‘walking along’’ (see text for discussion).

A trajectory segmented into the same sequence of low-level
models could have two diﬀerent high-level meanings (‘‘exiting mall’’ or ‘‘entering store’’) depending on where the transition has occurred. Some preliminary work towards
addressing this problem has been reported in [17]; there, it
is considered that the switching events may depend on the
location of the person. We are currently working on integrating that type of model into the high-level activity classiﬁcation approach described in this paper.
In Fig. 10 we show two trajectories which were misclassiﬁed. In the ﬁrst example (Fig. 10a), the trajectory was segmented into the label sequence (‘‘south–west’’,‘‘south’’)
which, according to the classiﬁcation look-up table, corresponds to the ‘‘leaving building’’ class, although the true
class is ‘‘walking along’’. This mistake could have been
avoided using the approach suggested in the previous paragraph, because the model switching occurred in a position
which could not correspond to a ‘‘leaving building’’ activity. Fig. 10b shows a ‘‘leaving building’’ trajectory which
was classiﬁed as ‘‘walking along’’, because it only contains
the ‘‘south’’ motion model; once again, this mistake could
have been avoided by noticing that the entry point of the
trajectory in the scene is at the building entrance.
8. Conclusions
In this paper, we have proposed and tested an algorithm
for modelling, segmenting, and classifying human trajectories in constrained environments. The proposed approach
describes high-level activities as sequences of low-level
motion models. We have introduced a penalized maximum-likelihood criterion to segment the observed trajectories into its low-level components; the criterion is able to

select the number of segments, due to the presence of a
novel MDL-type penalty. Our experimental results show
that the model switching time instants are well determined,
despite the signiﬁcant random perturbations that the trajectories may contain. In terms of high-level activity classiﬁcation, we have reported experiments in two diﬀerent
environments (a shopping mall and a university campus);
in both experiments, we have achieved a global accuracy
above 95%, which is acceptable for surveillance
applications.
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